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Overview

Our research is located at the interface between 
Theoretical Computer Science, Database Theory, 
and Artificial Intelligence.

● Database Query Languages
● Information Integration
● Data Management
● Semantic Web
● Description Logics
● Ontology-based Data Access
● Formal Argumentation
● Belief Change
● Computational Social Choice
● Answer-set Programming
● Automated Timetabling and Scheduling
● …
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… and many many more!
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WWTF Project: Decompose and Conquer  –
Fast Query Processing via Decomposition 

Observation: 
● Database Management Systems (DBMSs) struggle with large queries
● Main problem: explosion of intermediate results
● Automatically generated queries (e.g., by Business Intelligence tools) may be large
● Most queries have simple structure – but this is not exploited by DBMSs

Solution: 
● Efficient algorithms based on query decomposition exist
● So far, decomposition-based query evaluation only used in research prototypes
● Our goal: full integration of decomposition-based query evaluation into common DBMSs

Application Perspective to AI-Problems:
● On logical level: Conjunctive queries = Constraint Satisfaction Problems



Motif Counting as a new Foundation 
for Graph Neural Networks (GNNs)

Motifs (small patterns) can be seen as the atomic building blocks

at the foundation of machine learning on graph networks.

Motif-based analysis of GNNs tightly links state-of-the-art machine learning 
with graph theory, complexity theory, and model theory.

DBAI is at the forefront of establishing this area and applications:
● We’ve created smarter and more powerful GNNs for molecule analysis through motif-

based analysis and graph theoretical insights.
● We have identified precise mathematical descriptions for what concepts and structures

GNNs can learn and reason about.
● We are using this analysis to design new ways of thinking of graph machine learning.



Illuminating microbial dark matter through data science

Partners

Funding

https://darkmatter.aau.dk/

Environmental data

FAIR/external data

Patient data

Ontologies

Combining microbiology with machine 
learning, knowledge engineering, data 
integration, virtual knowledge graphs, and 
graph-based analysis to map the genomes of 
unknown bacteria.



ARMADA leverages Natural Language Processing, 
Machine Learning, Data Management, and Algorithms 
to evaluate and improve the reliability of LLMs. 

Conversational Data Analytics (CDA) 
Interact with data using natural language, combine LLMs with 
structured query languages.

Reliability First
Redesign CDA with efficiency, grounding, explainability, 
soundness, and guidance at the core.

Compositional Framework
Integrate LLMs with robust data management techniques to 
overcome the limits of hallucinations and opaqueness.

Beyond Generative
Towards a system that is domain-aware, verifiable, and able to 
justify its responses.

Future Vision
New architectures, metrics, and methodologies for a reliable, 
explainable, and efficient AI-driven analytics system.
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ARMADA: Reliable Conversational Domain-specific 
Data Exploration and Analysis
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TARGET: Health Virtual Twins for the Personalised 
Management of Stroke Related to Atrial Fibrillation

Funding

https://target-horizon.eu/
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TARGET aims to revolutionize the management of 
Atrial Fibrillation (AF) and AF-related strokes (AFRS). 
By developing novel virtual twin-based AI models, 
TARGET combines mechanistic and data-driven 
virtual twins with causal AI.

Graph-Driven Data Integration
Using knowledge graphs, we harmonize and align patient 
data from partner hospitals to enable the development of 
virtual twins and AI models grounded on real-world 
heterogeneous data.

Virtual Twins in Healthcare
Advances to virtual twin-driven AI by consolidating 
mechanistic models of the heart, brain, and 
neuromusculoskeletal system into integrated digital patient 
representations.

AI-Powered Real-Time Monitoring 
Integration of AI-powered virtual twin–based risk 
assessment into next-generation monitoring devices, 
enabling real-time, personalized patient monitoring and 
rapid clinical adoption.

Partners



Foundations of Constraint Languages for Graph Data

Observation: 

● Data stored as graphs is becoming increasingly prominent

● Examples: Knowledge Graphs, Property Graphs, RDF graphs, graph databases

● Advantage: a strict database schema (like in relational databases) is not required

● Disadvantage: the enabled flexibility makes it difficult to manage data quality

Solution: 

● Constraint languages specifically designed for graph data, e.g., W3C SHACL, ShEx, PG-Schema

● Natural reseach questions and challenges:
● Designing constraint languages
● Efficient validation of data under constraints 
● Feedback/explanation services
● Static analysis of constraints
● Supporting data evolution in the presence of constraints

● Logic (e.g., Description Logics) provides a formal basis for studying these languages



Virtual Knowledge Graphs (VKGs) 
(a.k.a. Ontology-Based Data Access)

Observation: 

● Creating and maintaining knowledge graphs (KGs) is often very challenging:

○ if source data is stored in multiple, heterogenous data sources, then inconsistencies and missing 
information need to be manually handled

○ if the source data changes, the KG may need manual updates
Solution: 

● VKGs employ a range of logic-based techniques
to support access to knowledge graphs
(without the need to explictily build them)

● Natural research questions and challenges:
● Languages for specifying VKGs

● Algorithms for query answering

● Static analysis of VKG specifications

● Feedback/explanation services

● Industry connection: ontopic.ai 

ontopic.ai


Knowledge Graph-based AI for

Shielding Strategic Companies in Crises

Together with the Central Bank of Italy and Oxford University, TU Wien has been

developing solutions to preventing hostile takeovers of strategically relevant

companies (such as health, energy, or public infrastructure sector companies) in

crises. Our AI system is based on a Knowledge Graph that represents both the

complex domain knowledge, as well as can explain decisions, thus creating trust.

It is part of a larger initiative on financial and economic Knowledge Graphs.

More info: https://kg.dbai.tuwien.ac.at/covid-19-economic-kg/ or contact Prof. Emanuel Sallinger.

TU Wien:
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Scalable Reasoning in Knowledge Graphs

In a 1,6m€ WWTF VRG grant, TU Wien is researching the foundations of the next

generation of Knowledge Graph-based AI systems. Everyone of us has come in

contact with Knowledge Graphs: whenever we ask a query on a search engine, we

do not only get answers from websites, but also get information from the

Knowledge Graph (highlighted in yellow below). Beyond search engines,

Knowledge Graphs power many AI innovations through their ability to scalably

reason over data. Yet this power is still very limited. The goal of this project is both

to build the theoretical foundations, as well as to bring them to practice.

More info: https://kg.dbai.tuwien.ac.at/ or contact Prof. Emanuel Sallinger.

TU Wien:
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Bilateral AI in Knowledge Graphs

As part of the Cluster of Excellence Bilateral AI (BilAI) we are researching the next

generation of Knowledge Graph (KG) methods that combine sub-symbolic AI and

symbolic AI in synergetic ways. On the sub-symbolic side, this includes Knowledge Graph

Embeddings (KGEs) Graph Neural Networks (GNNs) and KG-related Large Language

Models (LLMs). On the symbolic side, this includes logic-based reasoning on KGs using

languages such as Vadalog.

TU Wien:

Project:

Local Funding:

Led by Prof. Emanuel Sallinger



DORSET: Decoding How Knowledge Graph Characteristics

Shape Embedding Strategies

● DORSET aims to explain the relationship between the graph structural and 

semantic properties of a Knowledge Graph (KG) and Knowledge Graph Embedding 

Models (KGEMs).

● Goals

● Novel KGE approaches that are aware of KG characteristics

● Improved the synergy between KGs, KGEM, and their applications
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https://dorset-project.org/
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WWTF Project RevealAI: Revealing and Utilizing the Hidden Structure for
Solving Hard Problems in AI

Observation:
The “structure” of instances is not obvious and oftentimes hidden.

Solution:
• Design novel and more robust

algorithms revealing structure

• Utilize theoretical findings for
tackling problems in AI

Partner:
Algorithms and Complexity Group, TU Wien

Advanced Tools and Methods for Treewidth-Based Problem Solving



AI for Optimization

FWF Project: Sustainable and optimised modular construction value chain. 2026 – 2030 

FWF: Cluster of Excellence Bilateral AI. 2024 – 2028

WWTF project: Learning Abstractions for Generalized Reasoning in AI. 2026 – 2029

Industry-sponsored projects: 

Advanced Solving Techniques for Production Planning and Scheduling, 2024 - 2029

AI for Air Traffic Management. 2024-2029 

 



AITHYRA – Research Institute for Biomedical Artificial
Intelligence (Austrian Academy of Sciences)

Research focus: 

● AI as co-pilot in scientific process

● Improve understanding of root cause of

diseases, diagnosis, and novel therapeutic

strategies

● Experimental automation and robotic

laboratory infrastructure

● Focus on cancer, immunology, infectious

diseases and neurodegenerative disorders

Adjunct Principal Investigator: 

Ismail Ilkan Ceylan



Center for Artificial Intelligence and Machine Learning (CAIML)

Mission of CAIML:

• Bundle and strengthen research activities in 
Artificial Intelligence across TU Wien

• Serve as the central hub for TU Wien's outreach 
activities in Artificial Intelligence
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The Digital Humanism Initiative is an 
international collaboration seeking to build a 
community of scholars, policy makers, and 
industrial players who are focused on ensuring 
that technology development remains centered 
on human interests.
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